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Introduction

The Photonics Leadership Group (PLG) comments here on the ‘Digital Britain’ interim report in so far as its interests overlap.

The PLG is an industry-led group representing the photonics industry in the UK and having a membership composed of leading industrial companies, academic institutions and government. The PLG works with BERR, the Technology Strategy Board and the Knowledge Transfer Networks (KTNs) to understand emerging technologies and to promote their usage.

The PLG welcomes the considerations being given to enhancing ‘Digital Britain’ but is concerned that the plans as described for telecommunications networks are insufficiently ambitious.

The Telecommunications Industry

The UK has been at the forefront of optical communications technologies since their initial invention here and roll-out in the core network over thirty years ago.  Although UK networks may not be at the very leading edge of communications design today they are still in contention and the overall communications industry is very strong. Within this the Photonics industry in the UK also remains strong and collectively believes that it is of critical importance to the future of the UK economy that the UK has a broadband access network capable of delivering the sort of services that are presently constrained by network limitations, both in the Access and Core layers.  Our interactions with users of the networks show that without a significant level of improvement the UK will not be able to maintain its position as one of the world’s most developed economies.  It is for this reason that we fully support all measures that will lead to the rapid deployment of broadband access and core networks capable of delivering at least 1Gbps per connection at the time of initial installation, with an upgrade capability to 10Gbps as demand develops.   

We also note that telecommunications is a fundamental underpinning industry that enables every other enterprise and activity in the country. It is one of the few alternatives to physical transport and as such is a ready-made solution to many ‘green’ issues. As an example, a tele-presence system with wall-sized displays and very low latency in the network can be a substitute for travel but needs to be engineered to a high specification to gain acceptance from users. Adequate bandwidth is a necessary part of that high-specification.

The need for Ultra High Speed

The headline figure of 1Gbps bandwidth (short term goal) is derived from taking existing demand and looking at the long-term trends in usage together with the current situation which shows significant suppressed demand. This suppressed demand is principally due to the fact that the current networks cannot meet today’s needs – content suppliers indicate that they are throttling back provision of higher definition streams as they acknowledge that the systems cannot deliver them. Additionally it is well understood from examples of enterprise networks that usage increases rapidly when higher performance is provided. It is important to understand that the drivers of demand for bandwidth are unlikely to be simply a few high-speed services (although next-generation High Definition TV is being trialled in Japan that runs at 225Mbps even in its compressed form). Rather, the demand comes from an aggregation of many services running simultaneously over the network. Some of these services will place critical performance requirements on the network such as that required for low-jitter in video services and low packet-loss for Voice over IP. Detailed experience and research at the network proving level shows that much more raw bandwidth is required to meet these specifications that is at first apparent.

It is further the case that all communications have at least two ends and that for every download there is an equivalent upload at some other point in the network. This means that uplink performance is also critical and it is not adequate to base strategies for UK development on a simplistic view of residential users downloading content. Businesses both large and small especially need symmetrical speed and the provision of fibre to the premises is a key enabler for SME’s to play on terms equal to large enterprises who can afford dedicated fibre links.

The demand for bandwidth has been driven by a large number of separate applications which have emerged at a surprising and consistent rate over the last decade. (It is interesting to note that Facebook did not exist 5 years ago) There is no evidence that this trend is slowing down and indeed there is evidence that it may be accelerating as the ubiquity of access to content drives commercial interests onto the web. Many of these increasingly incorporate video and high-resolution graphics such as maps and would move even more rapidly in this direction if the networks could support it. 

Enterprise networks are upgrading to Gigabit Ethernet and even a simple USB2.0 connection on the desktop runs at 700Mbit/s. It seems very unlikely that the Wide Area Network should not expect to follow these trends and capabilities.

A simple example will illustrate some of the current positions: Providing network back-up for an 160GB iPod device is an attractive service offering (you can insure the hardware but the content will in fact have cost much more than the device). Even over a 1Gbit/s connection after accounting for overheads in the protocols, security etc. this would take about 30 minutes to complete. As an iPod of this specification is a 2006 standard, planning for the future will need an order of magnitude greater speed to continue to be effective.

Furthermore, Next Generation Access is not only required for fixed connectivity.

High-density fibre access will be needed for the evolution of mobile, WiMax and WiFi networks. As micro-cell and pico-cell base-stations proliferate and the bandwidths demanded by mobile users increase, the problem of backhaul becomes severe. The topology and density of this demand maps quite closely over that for fibre to the premise and could be served by exactly the same infrastructure thus improving the business case considerably for any service provider.

It should be noted that in an All-IP type of network the short-hand concept of ‘bandwidth’ is somewhat misleading since the actual performance is due to the rate at which packets of data can be moved across the many layers of the network. The quality of the delivery of these packets in terms of lost packets, delay in delivery (latency), and variability of that delay (jitter) is as important as the average throughput speed (which is an approximation to ‘bandwidth’) in many applications. Packets will also take diverse paths through the networks and the many layers mean that it is not just the often-discussed Access link that limits the performance. All of the Core and Metro layers in any of the worldwide networks that may be traversed have to be able to support the aggregated packet throughput and significant upgrades will therefore be needed here as well.

Delivery Options for Ultra-high bandwidth 

Although wireless and copper technologies have improved rapidly there are natural limitations in their capabilities due to the finite availability of spectrum in the case of wireless and the fundamental loss and cross-talk characteristics of the copper plant. Optical techniques can, by contrast, comfortably deliver the performance required and are indeed doing so in many parts of the world. Very high throughput optical communications can be configured in many ways and innovation is still evident in equipment being designed with such techniques as Wavelength Division Multiplex (WDM), coherent optical techniques and long-reach access being tested in laboratories in the UK and elsewhere. At Annex A we comment in more detail on the technical options available.

The capability to deliver gigabit speeds in an economic fashion is available now and, given that even in the most optimistic scenario, a Next Generation Access network in the UK will not be available for several years, it is important to project forward both the demand and the supply-side capabilities and not to install systems that will be out-of-date before they come into use.

In fact, since the cost of deployment of the Access layer is dominated by the civil engineering, the backhaul and the service provision, the cost differential in using the latest technologies in the high-speed physical layer is small. In this case the question that should be asked is “why would you want to artificially constrain bandwidth to 100s of Mbps when Gigabits are available?”

Critically important to planning and policy decisions is the question of future-proofing the fibre deployment. It is inevitable that advances will be made in the technologies in all parts of the network but these could be rendered useless if the topologies deployed constrain them. For this reason some current builds have discarded wholesale PON (Passive Optical Network) techniques and either moved to WDM or to point-to-point fibre. Although decisions on such matters will be taken commercially by network operators, if any public funding is involved a policy of future-proof system design should be mandated.

Policy, regulatory and other issues

The PLG supports open access to infrastructure and competition at the lowest level of the network hierarchy. History has shown us that all ‘walled garden’ or vertically integrated service offerings have failed compared to widely open commercial provision. This is a reflection of the fact that innovation has driven applications and this innovation has come from independent developers. There is no reason to suppose that this next phase of fibre deployment will be any different. 

It is instructive to consider the probable appearance of the telecoms business in, say, 10 years’ time and then to work backwards to understand what this implies today. At that time in the future it is expected that fibre will be deployed to at least 90% of premises across the UK and that it will routinely carry all of the content currently thought of as Broadcast as well as all the current web-based applications. That is, all of the content provided by Sky, BBC, ITV etc, all radio stations, all music, film, games and video distribution will be done this way. It will have enabled network-centric applications where storage of content is not at the users premises and all commerce, government paperwork, commercial transactions etc will be on-line. Publishing to e-books, newspapers magazines and photography have all migrated to the network as their primary method of distribution.

These fibre based uses will be augmented by mobile versions carried over WiFi networks, 4G mobile and WiMAX systems that give a restricted version of the same applications to remote and mobile users.

These trends are all in place today (and in most cases moving rapidly in the on-line direction) and will doubtless be added to by many currently unforeseen business opportunities.

In such a world, the level of transactions taking place will easily cover the cost of the network. This indicates that it is of critical importance that the network infrastructure is regulated such that it is open to all these uses. If this is not the case, the fragmentation causes a series of un-economic segments to be built – or indeed, not to be built since the business cases may not show positive returns.

This is clearly a chicken-and-egg situation where the end point is obvious and desirable, but changes to existing commercial interests have to take place before it can come about. Although public bodies have few levers to pull here, any opportunities to push towards the combined model for ubiquitous delivery of all services should be taken.

Conclusions

Near-ubiquitous Fibre to the Premises carrying all services, broadcast, web, business and social at gigabit speeds, is a goal that can be reached within 10 years. The cost of such a piece of infrastructure is not large compared to other public undertakings, but the coverage in terms of geography and capability is very great. It will touch every economic activity in the UK and offer cost savings to many. We look forward to leadership from Government and all bodies that may be involved to bring this about.

Annex A --Commentary on Next Generation Access (NGA) for Digital Britain -- technical choices

Overview

The choices available for last-mile access are limited to re-use of copper plant, new build fibre deployments, extensions of use of hybrid fibre-co-ax (Cable TV) and wireless. There are no other options on the horizon even in the most advanced academic institutions, although each of these physical methods has several possible manifestations and improvements.

We review the technical characteristics of these options in the context of options for building NGA in the UK

Copper

Although great strides have been made in re-using the copper cable infrastructure that exists today, these technologies have largely run their course. In the context of the design of a network for the years beyond 2010 it is unlikely that existing copper will provide the required speeds. This is particularly true of the ever-increasing need for up-link capacity. User-generated content, gaming and sharing is predicted to dominate the data traffic growth over the next 10 years and as such the up-link direction is most important. Additionally, as businesses become Internet dependent they too require adequate up-link speed to meet the needs of their customers.

ADSL2+ is showing speeds of up to 24Mbit/s download at distances of up to 1km from the exchange, but this only serves a small fraction of users and anecdotal evidence seems to show that even these do not often receive this level of service. Up-load speed is still severely restricted at a maximum of 2.5Mbit/s even on an unbundled uncontended line.

VDSL technology, as an evolution of the above, provides even higher speeds but over even shorter distances i.e. 50Mbit/s download at 300m, and is no faster than ADSL at greater distances. Hence this is only really of interest as an adjunct to Fibre to the Kerb (FTTK) or any similar hybrid fibre system. Here again however there is an additional problem: due to the existing topologies of cable runs and positioning of street cabinets many lines at one existing consolidation point will be too long for VDSL with FTTK to achieve its headline performance. This implies either considerable new build or a patchy service in this deployment mode.

Speed is not the only parameter of interest in data delivery systems. Of critical importance for some applications are other criteria such as packet-loss and latency. DSL technologies as currently built show significant packet loss. This is largely irrelevant for web-browsing or file transfers but is critical for Voice-over-IP (VoIP) and IPTV. VoIP is an important application for all service providers and particularly for enterprise standard service the level of packet-loss often renders a DSL connection useless. 

Thus copper does not appear have a technical evolution path that allows it to be a major part of the NGA solution other than as an interim step.

Fibre

Optical fibre itself has almost infinite bandwidth and unconstrained reach as regards this part of the telecommunications network. However limitations arise from the need to have very low-cost equipment at each end of the fibre and from the need to consolidate traffic at some point in the topology of the network. This latter point arises because it is difficult to handle very large numbers of fibres physically connecting to the serving equipment together at one location if no consolidation has been performed elsewhere. 

This turns out to be significant. Possible topologies for fibre build do not have to follow previous routes that have been established for copper. This is for several possible reasons: if the provider is not BT then, by definition the routes will be new and optimised for fibre. If BT is building the system then there are issues of ducts being full, and the non-optimum positioning of existing plant. 

Note that in many parts of the world, one of the main drivers for installing fibre in the local loop is the desire to remove the copper. This is partly to allow re-use of ducts, partly to recover the value of the copper itself and partly to reduce significantly the operating expense (OPEX) associated with maintenance of the old plant. However Universal Service Obligations (USO) and commitments to Local Loop Unbundling (LLU) partners do not easily allow this part of the economic benefit to be realised. Even in the event that these problems can be overcome the period in which the benefit can be taken is much later than the period in which the expense of building the new infrastructure occurs.

Most current fibre installations have used Passive Optical Networks (PON). PONs work by using a simple passive splitter to combine a number of fibres connecting to user premises at some intermediate point. Since this is a small passive device it can be located in many places without the need for power or street cabinets. 

The current PON Standard, such as is being installed by BT at Ebbsfleet, is the so-called GPON (Gigabit Passive Optical Network). GPON can deliver per-user speeds of 80Mbit/s downstream and 40Mbit/s upstream using the industry standard 32-way split at distances of up to 20km. At the rate of increased bandwidth demand this is likely to be obsolescent early in the next decade. 

The are however several currently-available improved versions of fibre distribution systems:

‘10GEPON’ is a higher speed version of GPON delivering 300Mbit/s downstream up to 100km with the 32-way split. This needs faster optical and electrical components and is still a shared system.

‘WDM PON’ uses wavelength division multiplexing to send different colours of light to different locations. This can provide Gigabits per user at the expense of greater complexity in the equipment.

‘Point-to-point fibre’ is a very simple use of an individual fibre for each user. This obviates any problem associated with contention in the fibre part of the network and more importantly allows unbundling at this point. It is seeing increasing use around the world for exactly this reason, and is clearly the most future-proof system. It allows upgrades, alternate operators and differential services to users to be constructed easily. The main cost of fibre access build, i.e. civil engineering, is only slightly increased by using this. 

Other variations and combinations of these methods are and will be also available including the use of RF sub-carriers over the fibre and a variety of sharing and multiplexing techniques.

One further technical characteristic of all fibre to the premises schemes is the question of the provision of power at the user end. Power will be required for the terminating equipment and typically this will be mains provided since fibre cables do not carry power. Unless battery back-up is included, a power outage will cause all services to fail. For computer connections, TV service and other uses that rely on mains power for other parts of the system then this is no problem since they will be inoperable at the same time. DSL modems are normally either mains powered or draw their power from the host computer. However for the unique case of telephone service there has historically been a regulatory requirement that the service be maintained during a power outage. (It has to be said that this was a result of the fact that the original telephone systems did this inherently and hence it became an expectation, rather than foresight on the part of regulators.)  With the wide availability of mobile phones it is likely that this requirement can be dropped, but this will need regulatory scrutiny.

A less satisfactory deployment of fibre is as Fibre to the Kerb (FTTK). This uses fibre as a bearer up to a point where some other technology can be used for the final connection over say a few hundred metres at most. FTTK with VDSL or Wireless final drop have been widely considered. There are several disadvantages with this hybrid approach in that it still has the limitations of the final drop method and the deployment to the kerb requires power at street cabinets that DSL, PON and Point-to-Point fibre do not. Furthermore the street cabinets have to be constructed and represent a limitation on unbundling and a new-build cost that other fibre systems do not have.

A note on costs: Photonic components follow the cost curve typical of electronic parts in that the cost is a strong inverse function of the volume used. Hence the widespread deployment of any of the above options would be expected to bring the cost of the components down to the required levels.

Hybrid Fibre-Co-ax (Cable TV) 

The current cable TV system in the UK is fibre-rich (i.e the fibre extends a long way towards the edge of the network) and the co-axial cable final connection serves between 125 and 500 users as a shared medium. Although the cable has significantly greater bandwidth than a copper pair, the fact that it is shared and that it has to carry the television content as well, severely limits what can be delivered in the way of data. The new standard (DOCSIS 3.0) which is now starting to be deployed in the UK allows the substitution of data for TV channels over (theoretically) any number of cable channels. As initially deployed with 4 x 8MHz channels used for data it can deliver maximum speeds of up to 50Mbit/s downstream and 5Mbit/s upstream. However as a shared medium the actual performance perceived by any user is dependent upon the activity level of the rest of the neighbourhood. It is possible that Virgin Media could continue to upgrade this system and offer more data at the expense of digital TV channels. If substitution of IPTV for regular TV takes place this could be attractive, particularly as the technical Standard allows for multicasting.

Wireless systems

Wireless mobile networks are almost ubiquitous and have a continuously increasing path to greater bandwidth delivered to the user. This manifests itself in the timeframe considered here in the form of Long Term Evolution (LTE) of the UMTS (3G) system and in its competitor, WiMAX. Both of these offer similar performance and there will be multiple networks built. However even with increased spectrum allocations (e.g. the 2.6Ghz band to be auctioned next in the UK and the Digital Dividend band at 800MHz) the structure of such mobile-optimised networks leaves little room to service any quantity of fixed high-bandwidth users. These networks are thus complementary to the fixed network and as demand increases through the 10’s of Mbit/s per user point into the gigabits range they are no substitute.

Wireless fixed networks are also complementary to the ‘fibred future’ in two other ways: Firstly, wireless as the final drop following FTTK, as noted above, may have higher performance than using copper. For the short distances needed in this application a high frequency microwave band such as that around 60GHz can be used which allows re-use of the radio channels on a closely spaced geographic basis. Some development of the RF components is required but the cost point made above re Photonic components applies here as well.

Secondly, fixed wireless access (FWA) is also complementary as almost the only cost-effective way to provide a secondary service for resiliency where fibre is already installed. In this case where, for example, businesses have to have two diverse connections FWA is a very satisfactory way of delivering this diversity. FWA circuits can be of almost any bandwidth given the availability of suitable spectrum for a microwave link. They are usually symmetrical and can be very rapidly deployed compared to the time for digging new ducts.

Hence wireless will play important parts in the NGA total supply but is not, in itself, a substitute for the widespread deployment of fibre.

Communications systems are multi-tiered and two-ended

In all of the systems considered here the speeds and performance numbers assume that the rest of the backhaul and core network is perfect. Clearly this is not currently the case; in particular significant upgrade of the core network capability will be needed to cope with the expected heavy increase in bandwidth demand when the NGA allows it to be available to users. It is also important to note that all communications have two ends and that the performance will be limited by the slower end or by the end that drops the most packets or by poor performance at any intermediate point through which the traffic passes. Many of these points will be outside the UK.

Conclusions

NGA systems can (and will) be constructed from many parts as they evolve over time. Given the steady and large demand for increased speed and given also the length of time that it takes to build new, high-volume, deployments of telecommunications plant, a degree of flexibility and future-proofing is needed in any plans. Only fibre can meet these needs as a primary connection. 

Within the options available for fibre, the supply industry can provide any of the possible varieties of system. The large volumes implied by use in the local area mean that cost differences between these choices will be small. (especially when diluted by the civil infrastructure costs)

Hence any choice to be made by potential constructors will be based on other factors such as:

· Ability to service as wide a range of uses as possible (i.e maximise traffic)

· Ability to sell to as many customers as possible, both retail and wholesale

· Cost reductions available due to the use of existing plant etc.

· Long-term flexibility

· Policy and regulatory drivers (such as USO)

The desire to unbundle at the lowest possible level (i.e. the physical layer) would imply that point-to-point fibre was the best solution, but choices at this level of detail need considerable understanding of what historical plant and buildings (if any) may be re-used along with many other commercial and market factors.

Ian Vance
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